ISSN: 2455-6203
International Journal of Science Management & Engineering Research (IJSMER)

Volume: 06 Issue: 03 | Nov- 2021 www.ejournal.rems.co.in

CRITICAL REVIEW ON
HADOOP MAPREDUCE SCHEDULING IN HETEROGENEOUS ENVIRONMENT
Yogesh Kumar Namdeo', Dr. Aarti Kumar?
'Research Scholar, *Professor,
Department of Computer Application, Ravindra Nath Tagore University, Bhopal (M.P)
yogeshnamdev@gmail.com, 07898006006

Abstract

Building data centres with tens of thousands of
nodes requires the use of the MapReduce
programming methodology. There have been
numerous attempts to increase  Hadoop's
performance at the level of task scheduling and job
parameter tuning. In this article, we investigate a
method for increasing the efficiency of the
HadoopMapReduce framework by enhancing the
job and task execution processes. MapReduce
tasking and job scheduling have been the subject of
numerous studies in recent years. These studies
presuppose that the servers are allocated
beforehand. Currently, various MapReduce jobs
with varying degrees of importance operate
concurrently in data centres.

The unbalanced node employment problem is
addressed in this research via a dynamic data
placement formula. The intended method can adjust
the associated balance data storage in each node of
a passing heterogeneous Based on the processing
power of each node, the Hadoop cluster. The
intended approach can speed up data transfers so
that Hadoop performs better. According to the
experimental findings, a dynamic information
placement policy can reduce execution times while
enhancing Hadoop performance in a moving
heterogeneous cluster.

1. Introduction

Open-source data storage engine Hadoop is
dependable and accessible [1]. Together with data
storage, Hadoop also has data processing
capabilities. Hadoop uses the MapReduce
framework for processing and the Distributed File
System (HDFS) for storage [2]. It's a structure for

storing lots of data that may be accessed by people
on a network. These days, the Apache Software
Foundation is in charge of Hadoop and its
associated ecosystem.

MapReduce is a straightforward and very effective
technique for the distributed, parallel management
of large data sets. Google first debuted it in 2004.
Many computers can be grouped together in a single
MapReduce cluster. HDFS (Hadoop distributed file
system) is used to organise the data before it is
transmitted to MapReduce for processing. There are
two basic stages to the job processing in
MapReduce (map and reduce tasks). After the
mapping is complete, the job is reshuffled and
partitioned before being sent to the reducer [3-6].
As a result, the following is the order in which jobs
are carried out in the MapReduce framework:

During the map phase, the input format mapper is
used to retrieve input data and construct key-value
pairs. In order to save the generated output on local
discs and to update the master node (task tracker)
on the status and progress, these key-value pairs are
processed based on the map function's output
[7]. The input to the reducer is sorted by key before
being shuffled and then sorted. The shuffle phase
does this sorting and passes on the map's outputs to
the reducer as input for the next stage [8].After the
key has been sorted, the next step is the reduce
phase, where the processed output is written to
HDFS [9].

A significant factor in improving the cluster's
performance is the work scheduling process.
Hadoop ships with three preset scheduling
algorithms: FIFO (first-in, first-out), capacity, and
fair. The total performance of this shared,
distributed environment can be improved with the
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help of efficient scheduling methods or algorithms.
In light of this, the primary goal of this review is to
examine and contrast the numerous scheduling
algorithms provided by different scholars.

The fact that Map Reduce automatically manages
faults and protects the programmer from the
complexity of fault tolerance is one of its main
advantages. If a node crashes, Map Reduce
continues its activities on a another computer.
Similar to how Map Reduce conducts a speculative
copy of its task (also known as a "backup task") on
a different computer in order to speed up the
computation in the case of a "straggler," a node that
is available but performing poorly. A job will run as
slowly as the misbehaving task without this feature
of speculative execution. A number of factors, such
as malfunctioning hardware and improper
configuration, can lead to stragglers. According to
Google [10], speculative execution can cut job
response times by 44%.

2. A survey of literature

Hadoop by default employs the FIFO approach,
which prioritises tasks based on when they were
received. For slower jobs compared to faster
operations, this approach requires a longer response
time [33].

In the fair scheduling method, each task receives an
average and equal proportion of resources over the
course of the schedule [34].

Consequently, resources are promptly distributed
using the capacity scheduling technique within the
bounds of allocated capacities [35].

The start time points of each reducing work,
including the job completion time, can be
dynamically determined based on the situation of
each job [36].

3. Hadoop Overview

Large datasets up to petabytes in size can be
processed and stored effectively using the free
Apache Hadoop framework. Large datasets may be
analysed in parallel on clusters of computers thanks
to Hadoop, which speeds up the process compared
to doing it on a single powerful server.

Cluster: A collection of interconnected resources
(Rj) that each have a compute and data storage unit.
Each slot in the computation unit has a specific
execution rate, making up the computation unit.
Each CPU core is regarded as one slot in the
majority of Hadoop setups. The data storage unit
has a predetermined capacity and data retrieval rate,
too. The files that make up the data in the Hadoop
system are typically very large. Slices are the term
for the small sections that make up each file. A
system's slices typically all have the same size. [11]

3.1 Hadoop Distributed File System (HDFS)

A distributed file system that functions on hardware
that is accessible or affordable. HDFS offers faster
data speeds than conventional file systems in
addition to solid fault tolerance and pre-built
support for huge datasets.Data across Hadoop
clusters can be accessed via the distributed file
system known as HDFS. A cluster is a group of
interconnected computers. HDFS, like other
Hadoop-related technologies, is a crucial tool for
managing and facilitating the analysis of very
massive data quantities, such as petabytes and
zettabytes.

Cost

Due to the fact that HDFS is open-source software,
there are no licencing or maintenance fees while
using it. It is intended to operate on a standard
computer.

Speed

Large Hadoop clusters are capable of reading or
writing data at rates greater than one terabyte per
second. A cluster is a collection of systems that are
logically linked together in the same network.
MapReduce, a Hadoop data processing framework,
can readily receive data at a rate of more than two
gigabytes per second, per computer.

Reliability

Multiple copies of the data are made by HDFS, and
each node receives a copy. A network device
connects a node, which is a common server, to other
nodes.Then, HDFS transfers at least one copy of the
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data to another server. If any data is lost from any of
the nodes, it can still be recovered from the cluster.

The HDFS's characteristics are:
+« HDFS could be made up of thousands of
servers. Each machine stores some of the
file system's data. HDFS detects any
potential errors and immediately and
automatically fixes them on all of the
machines.

+ HDFS is made to store, scan, and count
countless millions of rows of data as well as
add or subtract various subsets of the data.
The amount of time needed for this

operation depends on the level of
complexity.
+ The design of batch-style operations

supports large datasets. High data access
speeds are more crucial than low latency,
though.

3.2 MapReduce Overview

The "map-reduce” method is characterised by the
creation of a list of items, followed by an operation
on each item to produce a new list or compute a
single value. a technology that enables parallel data
processing by programmes. With input data, the
map task creates Key-value pairs are used to
calculate a dataset. In order to aggregate output and
create the required result, reduce tasks swallow the
output of the map task.Massive amounts of data are
processed using the MapReduce programming
language and software architecture.

The MapReduce program's two phases of operation
are Map and Reduce.The algorithms and apps that
continuously gather data about individuals,
businesses, systems, and organisations produce
tremendous In today's data-driven market, a lot of
data. Finding a quick and efficient way to process
this enormous amount of data while not losing any
crucial insights is the challenging part.

MapReduce often divides input data into smaller
portions and spreads them around among the other
machines. The supplied data is split into key-value
pairs. Parallel map jobs on clustered computers
process the chunked data. The reduction operation
generates a specified output of a key-value pair,
after which the data is written to the Hadoop
Distributed File System (HDFS).

The overall MapReduce word count process

0061 006 1
oar 1
RAT 1 4
o
| ol Ll o
106 CAT RAT Rl ‘MJ oar 2
ARCAR RAT AR} Y 06,2
106 CAR CAT RAT 1 RAT, 2
; 1|'.i'|| - ,{,:-'__: I N
. AT 1 7
jooc1 x
D06 AR CAT Py A _
ATl far 1 e
- A O |, i |

Map-Reduce Architecture
Key MapReduce Features

MapReduce has the following sophisticated
characteristics:
+ Extremely scalable

A framework with exceptional scalability
abilities is Apache HadoopMapReduce. Its
ability to distribute and store massive
volumes of data over numerous servers is
the reason behind this. All of these servers
can run multiple tasks simultaneously and
have affordable prices. We can easily add
more servers to the cluster to improve its
processing and storage capacity. More node
capacity or an infinite number of nodes can
be added to obtain great computational
power (horizontal scalability).

+ Versatile
As an open-source project, Hadoop's source
code is accessible for free research,
alterations, and examination. The code can
be changed by businesses to meet their
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specific needs as a result. The MapReduce
framework can manage data from sources
like click streams, social media, and email
that are in multiple languages.

and Hadoop's scalable design. A system like
this is the best solution for business models
that need to store data that is constantly
growing to meet the needs of the present
because it is highly affordable and scalable.

+ Secure
The MapReduce programming architecture Fast-paced
uses Security features implemented by The Hadoop Distributed File System, a
HBase and HDFS limit access to the data to distributed storage technique employed by
only authenticated users. MapReduce, is a mapping system for
locating data in a cluster. MapReduce
+ Affordability programming and other data processing
Large amounts of big data can be stored and methods are commonly placed on the same
managed very economically with the aid of servers that enable faster data processing.
the MapReduce programming framework
Table 1 A Review of Previous Works on Mappreduction Schedule Techniques
S.No | ALGORITHM ADVANTAGE DISADVANTAGE
1. First In First Out | Speculative  execution  reduces | Uses a defined threshold to determine
(FIFO) response time. which tasks to carry out.
Scheduling It works well for short-term jobs. Cannot accurately determine which jobs
should be completed on fast nodes.
2. Fair scheduling Suitable for both tiny and large | Each node's job weight is unaccounted
clusters. for.
3. Capacity By dynamically adjusting resource | The user must be aware of system
scheduling allocation, you may increase | information in order to set up the queue
resource consumption. and queue the task.
Boost workplace effectiveness.
4, Dynamic Data When several reduction tasks from | does not adequately identify slow-
Placement Policy | one TaskTracker execute | moving jobs.
concurrently, the network 1/0 | The performance of map-reduce in a
rivalry may slow down the copy | heterogeneous environment can be
stage's transmission speed. | enhanced by dynamic data placement in
Additionally, a homogeneous cluster | heterogeneous Hadoop clusters.
setting is the foundation of this
investigation. reduces the amount of
time a MapReduce job takes to run.
IISMER202116 974
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4. Hadoop scheduling

Two built-in schedulers are available for user-level
scheduling: HFS (Hadoop Fair Scheduler) and HCS
(Hadoop Capacity Scheduler) [12, 13, 14]. By
assigning unique queues or pools to each user in a
multi-tenant cluster setting, HCS strives to
maximise resource efficiency and throughput while
maintaining the bare minimum  capacity.
Unfortunately, HCS does not ensure resource
efficiency, which may result in ineffective
scheduling and unneeded resource idle time.

As a result, it was suggested that HFS give each
user a fair chance to utilise the cluster capacity over
time. In contexts with a variety of jobs, the HFS
preemptive algorithm is helpful. In order to prevent
any interference with users' jobs, distinct security
procedures are implemented for each queue in terms
of access control. There are different Hadoop
schedulers, and each scheduler may take into
account differing degrees of heterogeneity when
deciding when to run a job. Furthermore, schedulers
differ based on the many performance parameters
(such as fairness, minimum share satisfaction,
location, and average completion time) that they
address. For a scheduler that prioritises fairness, the
processor may need to be switched back and forth
between tasks often. As a result, typical completion
times may increase, and there may be significant
overhead. This study makes use of the FIFO, In
order to analyse the behaviour of schedulers at
different levels of heterogeneity, Fair Share and
COSHH Hadoop scheduling algorithms were used.
The FIFO and fair sharing algorithms are used to
build the majority of Hadoop schedulers. [15, 17,
18, 19].

4.1 FIFO Scheduler : The Hadoop scheduling
algorithm used by default is FIFO [20]. Regardless
of system heterogeneity, the jobs are organised in a
queue depending on their arrival times. As
demonstrated by the experience of implementing
Hadoop can drastically reduce performance in large
systems when using simple algorithms like FIFO,
especially when sharing data across many users.
[21]

The objective of FIFO schedulers [23] is to
prioritise tasks and assign them to workers in the
order of arrival. Prior to choosing the position with
the highest priority, it first scans the list of open
positions. If this position has an open task of the
slot type, it will be selected (map or reduce). When
a map slot is present, the scheduler consults
NameNode to achieve data locality and chooses a
map task from the job that has the data that is
closest to this free slave. If a reduction slot is
available, any reduce task that is scheduled on the
node will be carried outThe completion of all map
jobs is not a prerequisite for scheduling a reduction
task in MapReduce, which speeds up turnaround
time. Instead, it is possible to execute the map jobs
and rearrange the intermediate data at the same
time.

‘ Slots
| FIFO Scheduler

Job Under
> Process

om ==

RS
Priority Queue

Nodes

Job Tracker

Slots are distributed using a single job queue by the
default FIFO scheduler. Jobs are arranged in the
gueue according to the time they were submitted,
ascending. To break ties, Job Tracker's provided job
ID is taken into account. Every map that is currently
available can be used by the job that is scheduled,
freeing up a system slot. In the example of Fig. 2,
assuming that each job (i.e., Jobs 1 through Job 3)
includes three map tasks, three reduce tasks, and
three map slots and three reduction slots in the
system. [24].The positions will be assigned in the
following order: Jobs 1, 2, and 3.
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The first step is to assign a map slot with a 20-
second execution time to each of Job 1's map tasks
(or two slot times). These map slots are then made
available and given once more to Job 2's map-
related activities. Reduce slots for 20s of execution
time are allocated to each of Job 1's reduction tasks
in the interim. As can be seen, reduce tasks start
working as soon as all related map tasks are
finished [24].

s HE

Retuces

010 20 3040 50 6070 8 % 100110 120 Tmel
Fig-2 A scheduling example using the FIFO Scheduler

4.2 Fair Scheduler : Facebook created the Fair
Scheduler [22] to control access to their Hadoop
cluster, and it was later made available to the
Hadoop community. The Fair Scheduler attempts to
fairly distribute cluster capacity among all users
over time.Each pool is given a guaranteed minimum
amount of map and reduce slots, and users can
assign jobs to them.

As opposed to surplus capacity within a pool, which
is divided across jobs, free slots in idle pools may
be sent to other pools. When a space becomes
available for scheduling, the subsequent task from
the job with the biggest time deficit is put in that
slot. This has the effect of guaranteeing that jobs are
given roughly equal quantities of resources
throughout time. Shorter projects receive enough
resources to be completed quickly. Longer jobs will
also never run out of resources, which is a certainty.

‘ Fair Scheduler A
B EE
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Resources can be distributed fairly to job users
thanks to Facebook's Fair Scheduler (FS). Every
pool, each with its own user, receives an equitable
distribution of the available resource slots. In the
same scenario as the prior example, Fig. 3 depicts
an example slot allocation. Three pools (R1, R2,
and R3) are introduced in this article, each of which
has the resource of a single map slot and a single
decrease slot. Each map task for these three jobs
receives one map slot simultaneously and runs for
20 seconds.

Rl
s 2 D Jabl
R D Job?

v D Job3

Reduces R?
R3
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010 20 3040 50 60 70 80 90 100110120 Time(s)

Fig. 3. A scheduling example using the Fair Scheduler,

To make the built-in schedulers better, a number of
scheduling techniques have been developed. For a
comprehensive view, the reader is directed to [25-
26]. The LATE (longest approximate time to end)
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scheduler [27], which enables a delay time when the
job tracker waits for an appropriate task that can
acquire data locally, was proposed to promote data
locality. The concepts of FS [28] and FIFO [29]
introduce this concept. Setting a sufficient delay
time in a dynamically changing environment is
difficult. In the FS implementation, this delay
period is configured as a fixed value.

4.3 Capacity Scheduler : Originally created at
Yahoo, the capacity scheduler [12] targets a usage
scenario where there are a lot of users and it's
important to make sure that consumers are fairly
allotted compute resources. Jobs are distributed to
queues with customizable quantities of map and
reduce slots by the capacity scheduler based on the
user who submitted them. Jobs in queues are
assigned their configured capacity, and any
available capacity is shared by other queues.
Priorities are updated according to the time a work
was submitted, the priority setting assigned to that
user, and the class of job. Scheduling within a
queue runs on a modified priority queue basis with
specified user constraints. When a Task Tracker slot
becomes available, the oldest job in the queue with
the least amount of work is selected. After that, a
task is scheduled for that job. [12] Overall, this has
the result of compelling wusers to share
heterogeneous Hadoop clusters' capacity rather than
among jobs, as was the case with the Fair
Scheduler.

| Capacity Scheduler

Job Under
Process \
— \
| Nodes
Organization A [ 1

Organization B

Jobe;?cker il |—-—| /

Resource Manager——"
B org A slots Org/B Slats

You provide a number of named queues in the
capacity scheduler. A variable number of slots for
mapping and reducing exist in each queue. When a
queue has jobs in it, the scheduler allocates that
queue's capacity and distributes any unused
capacity across the queues. With one exception,
FIFO scheduling with priority is employed within
each queue. You can set a cap on the number of
active jobs per user to ensure that users share
heterogeneous Hadoop clusters equally. To put it
another way, rather than conducting equitable job
sharing, the capacity scheduler tries to emulate a
separate FIFO or priority cluster for each user and
each company. The capacity scheduler also allows
for the configuration of a wait period for each
queue, after which it is permitted to preempt the
tasks of other queues if its fair share has not been
reached.
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5. Different Hadoop Scheduling Algorithms Comparative Analysis

iﬁgg?g;}?ﬁ Allotment Idea to Implementation Advantages Disadvantages
1. The scheduling | 1. Created exclusively
procedure is less | for one kind of job.
Job scheduling should be done expensive for the entire | 2. .Poor performance
FIFO Adaptive | using the first-come-first-out o Wh”e running sgveral
orinciple. _ . different sorts of jobs
2. It is simple and|3. Slower response
effective to use. times for small jobs
than for big jobs
1. Less complicated
2. Functions effectively in
Eair _ Distribute computing resources | both small and large | 1. Does not tal_<e into
Scheduling Adaptive equa]ly among system users | clusters. _ account the weight of
and jabs. 3. It can deliver prompt | each node's duty.
responses for both small
and large assignments.
In multi-tefekat oldster 1. Make sure that. access is
. environments, optimizing guargntc_eed, s Fhe 1. The most difficult
CaRL Adaptive | resource utilisation and Baalyly, of FEUSING | 5y between  three
Scheduling P excess space, and give
throughput g ? schedulers.
priority to work in queues
over huge clusters.
The algorithm for the proposed
Dynamic  Data  Placement
Policy is intended to make Map The dynamic datd
Reduce more efficient in terms placement (DDP)
Dynamic of saving system resources and h i ided in
Data : execution time. With the new | 2PProach IS provided nj .
Adaptive ) : oy accordance  with  the y
Placement technique, input file pieces are variolsaasikloadsr 4o particular
Policy distributed to other nodes based change the distribution of
on their processing power. Our data blocks
method significantly improves '
the performance of Hadoop
heterogeneous clusters.
Conclusion fact that one of the crucial factors in
MapReduce gracefully handles massive volumes of HadoopMapReduce  for  enhancing  cluster

data despite hardware constraints. This article
provides a summary of an in-depth investigation of

HadoopMapReduce

work

scheduling.  Several

research communities place a lot of focus on the

performance is effective job scheduling.

This paper covers the various scheduling issues and
algorithms proposed by different academics. This
article compares several scheduling measures, such
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as data locality, reaction time, throughput, etc., with
various scheduling strategies or algorithms. We
conclude that Hadoop's main schedulers are
inefficient at handling a number of issues, including
as locality, fairness, and speculative execution,
based on our comparison analysis. To solve the
aforementioned issues, various academics have
created plans or methods.Although many academics
have dedicated time and effort to addressing data
localization issues, more research is still needed in
this area to reduce job execution time and thereby
enhance performance. In order to help academics
select an acceptable region to study Hadoop
MapReduce, a comparison analysis of the two is
conducted.
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